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17MITC15 BIG DATA ANALYTICS
                                                               Part A		            10 x ½ = 5
                                                          Choose the correct answer

 1. Big Data platform is IT solution which combines several Big Data ------------and utilities            
     into one packaged solution for managing and analyzing Big Data.	  CO1 K1
       a. Techniques	         b. Tools	            c.   Methods	    d.     software
2.  -------------- is famous open-source data visualization and helps in data analysis for 
    beginner and as well to the expert. 		  		                             CO2  K3
        a. Hadoop	         b. KNIME	  c. Orange		d. Rapidminer		

3.  Two popular------------- brokers are Apache Kafka and Amazon Kinesis Data Streams.                  
                                                                                                                          CO2 K2	
          a. streaming	         b. data		c. analytical	               d. model
4.   Ad hoc queries are found in ------------- data.		                                         CO2 K3
         a. simple		b. SQL		c. Hadoop		     d. stream
 5.  Files system blocks are typically a few kilobytes in size, while disk blocks are normally                 
        --------- bytes							                              CO2 K1	
         a. 1028		           b. 128		c.  512		                   d.386

6.   Map Reduce has a simple ----------- of data processing		                              CO4 K3
a. anlysis	b. model			c. structure		d. format	

7.  Hadoop Configuration are all found in the ------directory of the Hadoop distribution.											                              CO4  K5	
         a. con		b. config		c. conf			d. configHconfig

8. All Hadoop daemons produce ------------that can be very useful for finding out what is 
    happening in the system							                  CO4  K2	
        a. logfiles	b.  sys files	       c.  config files		d. data files

9. The ------------------- Language is a structured application development language that is 
    used by Streams to create your applications					        CO5  K1	
a.  stream processor                                   	b. structure processing                         
c.    streams Processing	                               d. none of the above 

10.   A----------- is a SELECT statement that is embedded in another SQL statement.     CO5  K2
       a. Query		b.   Hive		c.   ZooKeeper		d. subquery




Part B                      5 x 4 = 20
Answer ALL questions
Each answer should not exceed 200 words or one page

11.a.  List the Characteristics of Big Data.			                             CO1 K1
(or)
11.b.  Illustrate with an example sampling of big data.	                             CO2 K2

12.a   Define stream computing? Illustrate the uses in big data.	                  CO2 K1	
(or)
12.b.  Discuss counting Oneness in a window.				       CO2 K2

13.a.  Write the brief history of Hadoop.				       CO3 K2	
(or)
13.b.  How will you discover the task ?Express with an example.		       CO3 K4
				
14.a   Which Versions of Hadoop Support Kerberos Authentication? Why?        CO4  K5
(or)
14.b.   How maintenance is carried out in HDFS ?		                            CO4  K4	
	
15.a   Write the different services of Hive.				                 CO4  K2	
(or)
15.b.What is BigIndex ? List the types of indexes can build by it.	                 CO5  K5

						    Part C                      5x 7 = 35
 Answer ALL questions
Each answer should not exceed 600 words or three pages

16.a. What is data analysis? Identify data analytic tools				  CO1 K2
(or)
16.b. How will you predict error in statistical  inference				  CO1  K1	

17a . Diagrammatically represent stream data model and architecture and explain.   CO2  K3	
(or)
17.b. Illustrate with an example real-time analytics platform.			  CO2  K3

18. a. Expand HDFS? Explain in detail.						  CO3  K1
(or)
 18.b. How map reduce works in HDFS? Explain				             CO3  K2
					
 19.a. Explain in detail setting up a Hadoop cluster.				            CO3  K3
(or)
 19.b. List the procedure to keep a cluster running smoothly.			  CO3  K1

 20.a. Express the list of data processing operator in Pig			             CO4  K2
(or)
 20.b. Justify the fundamentals of HBase and ZooKeeper in detail               	  CO4  K5
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17MITC15 BIG DATA ANALYTICS
Part A		10 x ½ = 5
SET I- SCHEME

1 b. Tools
2. c. Orange
3. a. streaming
4. d. stream

5. c.  512
6. b. model		
7 c. conf
8 a. logfiles
9 c. Streams Processing
10 d. subquery
Part B
5 x 4 = 20
Answer ALL questions
11 a)Characteristics of Big Data:
Three characteristics define Big Data: volume, variety, and velocity. Together, these characteristics define what we at IBM refer toas “Big Data.” They have created the need for a new class of capabilities to augment the way things are done today to provide better line of site and controls over our existing knowledge domains and the ability to act on them.The IBM Big Data platform gives you the unique opportunity to extractinsight from an immense volume, variety, and velocity of data, in context, beyond what was previously possible.
1. Can There Be Enough? The Volume of Data
1. Variety Is the Spice of Life
1. How Fast Is Fast? The Velocity of Data
11 b)	Sampling
We sample from a population1 in order to make inferences about thepopulation as a whole. How are we to collect the sample? What are theconsequences of sampling for the inferences?People are often surprised to hear that the best way to pick samplesis randomly. The process has two steps. 
Step 1: Identify and delineate the population of interest.
Step 2: Pick the sample at random from the population identified in
12a)Stream computing
High-performance computer system that analyzes multiple data streams from many sources live. The word stream in stream computing is used to mean pulling in streams of data, processing the data and streaming it back out as a single flow. Stream computing uses software algorithms that analyzes the data in real time as it streams in to increase speed and accuracy when dealing with data handling and analysis.
12b)  counting Oneness in a window: An alternative approach is to redefine the question so that we are not asking for a count of 1’s in a window. Rather, let us compute a smooth aggregation of all the 1’s ever seen in the stream, with decaying weights, so the further back in the stream, the less weight is given. Formally, let a stream currently consist of the elements a1, a2, . . . , at, where a1 is the first element to arrive and at is the current element. Let c be a small constant, such as 10−6 or 10−9. Define the exponentially decaying window for this stream to be the sum
[image: enter image description here]
The effect of this definition is to spread out the weights of the stream elements as far back in time as the stream goes.
Finding the Most Popular Elements
Considering the example of finding the most popular movies in an stream of ticket sales:
We shall use an exponentially decaying window with a constant c, which you might think of as 10−9. That is, we approximate a sliding window holding the last one billion ticket sales. For each movie, we imagine a separate stream with a 1 each time a ticket for that movie appears in the stream, and a 0 each time a ticket for some other movie arrives. The decaying sum of the 1’s measures the current popularity of the movie.
13a)A Brief History of Hadoop:Hadoop was created by Doug Cutting, the creator of Apache Lucene, the widely used text search library. Hadoop has its origins in Apache Nutch, an open source web search engine, itself a part of the Lucene project. The Origin of the Name “Hadoop” The name Hadoop is not an acronym; it’s a made-up name. The project’s creator, Doug Cutting, explains how the name came about: The name my kid gave a stuffed yellow elephant. Short, relatively easy to spell and pronounce, meaningless, and not used elsewhere: those are my naming criteria. Kids are good at generating such. Googol is a kid’s term. Subprojects and “contrib” modules in Hadoop also tend to have names that are unrelated to their function, often with an elephant or other animal theme (“Pig,” for example). Smaller components are given more descriptive (and therefore more mundane) names. This is a good principle, as it means you can generally work out what something does from its name. For example, the jobtracker9 keeps track of MapReduce jobs. Building a web search engine from scratch was an ambitious goal, for not only is the software required to crawl and index websites complex to write, but it is also a challenge to run without a dedicated operations team, since there are so many moving parts. It’s expensive, too: Mike Cafarella and Doug Cutting estimated a system supporting a 1-billion-page index would cost around half a million dollars in hardware, with a monthly running cost of $30,000.10 Nevertheless, they believed it was a worthy goal, as it would open up and ultimately democratize search engine algorithms. Nutch was started in 2002, and a working crawler and search system quickly emerged. However, they realized that their architecture wouldn’t scale to the billions of pages on the Web. Help was at hand with the publication of a paper in 2003 that described the architecture of Google’s distributed filesystem, called GFS, which was being used in production at Google.11 GFS, or something like it, would solve their storage needs for the very large files generated as a part of the web crawl and indexing process. In particular, GFS would free up time being spent on administrative tasks such as managing storage nodes. In 2004, they set about writing an open source implementation, the Nutch Distributed Filesystem (NDFS). 
13b)Hadoop provides information to a map or reduce task about the environment in which it is running. For example, a map task can discover the name of the file it is processing, and a map or reduce task can find out the attempt number of the task. The properties can be accessed from the job’s configuration, obtained in the old MapReduce API by providing an implementation of the configure () method for Mapper or Reducer, where the configuration is passed in as an argument. In the new API these properties can be accessed from the context object passed to all methods of the Mapper or Reducer
Task environment properties
Property name 		Type  			 Description                   Example 
mapred.job.id	String			The job ID	job_200811201130_0004
14 a)Features Supported by Hadoop Release Series
Kerberos for authentication was first added in the 0.20.20x series of releases of Apache Hadoop. 
At a high level, there are three steps that a client must take to access a service when using Kerberos, each of which involves a message exchange with a server: 1. Authentication. The client authenticates itself to the Authentication Server and receives a timestamped Ticket-Granting Ticket (TGT). 2. Authorization. The client uses the TGT to request a service ticket from the Ticket Granting Server. 3. Service Request. The client uses the service ticket to authenticate itself to the server that is providing the service the client is using. In the case of Hadoop, this might be the namenode or the jobtracker. Together, the Authentication Server and the Ticket Granting Server form the Key Distribution Center (KDC).
14b) Routine Administration Procedures-Metadata backups-Data backups-Filesystem check (fsck)- Filesystem balancer-Commissioning and Decommissioning Nodes-Commissioning new nodes-Decommissioning old nodes-Upgrades-HDFS data and metadata upgrades.
15a) The Hive shell is only one of several services that you can run using the hive command.
You can specify the service to run using the --service option. Type hive --service
help to get a list of available service names; the most useful are described below.
cli-The command line interface to Hive (the shell). This is the default service.
Hiveserver-Runs Hive as a server exposing a Thrift service, enabling access from a range of
clients written in different languages. Applications using the Thrift, JDBC, and
ODBC connectors need to run a Hive server to communicate with Hive. Set the
HIVE_PORT environment variable to specify the port the server will listen on (defaults
to 10,000).
hwi -The Hive Web Interface. See “The Hive Web Interface (HWI)” on page 418.
Jar-The Hive equivalent to hadoop jar, a convenient way to run Java applications that
includes both Hadoop and Hive classes on the classpath.
metastore-By default, the metastore is run in the same process as the Hive service. Using this
service, it is possible to run the metastore as a standalone (remote) process. Set the
METASTORE_PORT environment variable to specify the port the server will listen on.

15 b) BigInsights includes a framework for building large-scale indexing and search solutions, called BigIndex.
BigIndex can build the following types of indexes:
• Partitioned indexThis kind of index is partitioned into separate indices by a metadata field (for example, a customer ID or date). A search is usually performed only on one of these indices, so the query can be routed to the appropriate index by a runtime query dispatcher.
 • Distributed indexThe index is distributed into shards, where the collection of shards together represents one logical index. Each search is evaluated against all shards, which effectively parallelizes the index key lookups. 
• Real-time index Data from real-time sources (for example, Twitter) is added to an index in near real time. The data is analyzed in parallel, and the index is updated when analysis is complete.
							

					 Part C                                                           
							                                      5 x 7 = 35
 Answer ALL questions
16a) Big Data Analytics largely involves collecting data from different sources, mange it in a way that it becomes available to be consumed by analysts and finally deliver data products useful to the organization business.
Big Data Analytic toolsare  Python for data analysis,Julia,SAS,SPSS,Matlab,Octave
16b)Prediction and prediction error
The value of a random variable Y depends on the outcome of a random experiment .Before the experiment is performed, the value of the random variable is unknown. In many cases, we would like to predict the value of a yet to be observed random variable. The usual assumption is that the distribution of Y depends in some way on some random vector X =(X1; :::; Xn). For example, in the simple linear regression model, the assumption is that Yi N (1xi ; 2  ), i.e. Y is normally distributed with mean a linear function of x, and constant variance 2  . If Y is a 0-1 variable, a common assumption is Yi  B(1; xi)), i.e. the Yi are Bernoulli random variables. The probability of success is the area under the standardnormal distribution to the left of a value that depends on xi : the so-called Probit model [10]. Replacing the standardnormal distribution by the logistic distribution leads to the very popular logistic regression model .
Prediction error in regression
Prediction error in classification: 
Breiman's bias-variance decomposition for classifiers.
17a)  A streaming data architecture is an information technology framework that puts the focus on processing data in motion and treats extract-transform-load (ETL) batch processing as just one more event in a continuous stream of events. This type of architecture has three basic components -- an aggregator that gathers event streams and batch files from a variety of data sources, a broker that makes data available for consumption and an analytics engine that analyzes the data, correlates values and blends streams together.
[image: download]
The system that receives and sends data streams and executes the application and real-time analytics logic is called the stream processor. Because a streaming data architecture supports the concept of event sourcing, it reduces the need for developers to create and maintain shared databases. Instead, all changes to an application’s state are stored as a sequence of event-driven processing (ESP) triggers that can be reconstructed or queried when necessary. Upon receiving an event, the stream processor reacts in real- or near real-time and triggers an action, such as remembering the event for future reference.
The growing popularity of streaming data architectures reflects a shift in the development of services and products from a monolithic architecture to a decentralized one built with microservices. This type of architecture is usually more flexible and scalable than a classic database-centric application architecture because it co-locates data processing with storage to lower application response times (latency) and improve throughput. Another advantage of using a streaming data architecture is that it factors the time an event occurs into account, which makes it easier for an application’s state and processing to be partitioned and distributed across many instances.
Streaming data architectures enable developers to develop applications that use both bound and unbound data in new ways. For example, Alibaba’s search infrastructure team uses a streaming data architecture powered by Apache Flink to update product detail and inventory information in real-time. Netflix also uses Flink to support its recommendation engines and ING, the global bank based in The Netherlands, uses the architecture to prevent identity theft and provide better fraud protection. Other platforms that can accommodate both stream and batch processing include Apache Spark, Apache Storm, Google Cloud Dataflow and AWS Kinesis.
17b)An ideal real-time analytics platform would help in analyzing the data, correlating it and predicting the outcomes on a real-time basis. The real-time analytics platform helps organizations in tracking things in real time, thus helping them in the decision-making process. The platforms connect the data sources for better analytics and visualization.
Batch processing often takes few minutes to generate an output, and with large datasets, it can take hours. However, there are lot of use cases where it is much useful to know results faster.

For example, think about traffic data collected from counting vehicles at each traffic light. We can use Hadoop or Spark to analyze this data. Among useful insights can be “traffic hotspots”, “traffic trends over time” etc. It is interesting to know after a one hour, there was traffic in “US-101”. On the other hand, It is much more useful to know there is traffic now, so one could avoid it.

There are lot and lot of use cases like this where outcome is important and there is a chance that we can act to fix if there is a problem. Following are few of them.

1. Algorithmic Trading
1. Smart Patient Care
1. Monitoring a production line
1. Supply chain optimisations
1. Intrusion, Surveillance and Fraud Detection
1. Most Smart Device Applications : Smart Car, Home ..  
1. Smart Grid
1. Vehicle and Wildlife tracking
1. Sport analytics
1. Context aware promotions and advertising
Realtime analytics let you analyze data as they come in and make important decisions within milliseconds to few seconds.
18 a) Hadoop comes with a distributed filesystem called HDFS, which stands for Hadoop Distributed Filesystem.
The Design of HDFS-HDFS is a filesystem designed for storing very large files with streaming data access patterns, running on clusters of commodity hardware-Blocks-Namenodes and Datanodes-HDFS Federation-HDFS High-Availability-The Command-Line Interface-Basic Filesystem Operation-Interfaces.





18b) MapReduce Works:
You can run a MapReduce job with a single method call: submit() on a Job object submit the job if it hasn’t been submitted already, then wait for it to finish).1 This method call conceals a great deal of processing behind the scenes.
Classic MapReduce (MapReduce 1) A job run in classic MapReduce is illustrated in Figure 6-1. At the highest level, there are four independent entities: • The client, which submits the MapReduce job. • The jobtracker, which coordinates the job run. The jobtracker is a Java application whose main class is JobTracker. • The tasktrackers, which run the tasks that the job has been split into. Tasktrackers are Java applications whose main class is TaskTracker. • The distributed filesystem (normally HDFS, covered in Chapter 3), which is used for sharing job files between the other entities.
Job Submission-Job Initialization-
Task Assignment-Task Execution-Progress and Status Updates.
19a)Setting Up a Hadoop Cluster :There are a few options when it comes to getting a Hadoop cluster, from building your own to running on rented hardware, or using an offering that provides Hadoop as a service in the cloud. This chapter and the next give you enough information to set up and operate your own cluster, but even if you are using a Hadoop service in which a lot of the routine maintenance is done for you, these chapters still offer valuable information about how Hadoop works from an operations point of view.
Cluster Specification-Network Topology-Cluster Setup and Installation-Installing Java-Creating a Hadoop User-Installing Hadoop-Testing the Installation.
19b)The procedures to keep a cluster running smoothly
HDFS- Persistent Data Structures-Namenode directory structure-The filesystem image and edit log-Secondary namenode directory structure-Datanode directory structure-Safe Mode-Entering and leaving safe mode-Audit Logging.
20a)Data Processing Operators:
Loading and Storing Data 
grunt> STORE A INTO 'out' USING PigStorage(':');
grunt> cat out
 Joe:cherry:2
Ali:apple:3
Joe:banana:2
 Eve:apple:7
Filtering Data -FOREACH...GENERATE-STREAM
Grouping and Joining Data-JOIN-COGROUP-CROSS-GROUP
 Sorting Data 
grunt> B = ORDER A BY $0, $1 DESC;
grunt> DUMP B;
 (1,2)
 (2,4)
 (2,3)
Combining and Splitting Data
20b)HBase is a distributed column-oriented database built on top of HDFS. HBase is the Hadoop application to use when you require real-time read/write random-access to very large datasets. Although there are countless strategies and implementations for database storage and retrieval, most solutions—especially those of the relational variety—are not built with very large scale and distribution in mind. Many vendors offer replication and partitioning solutions to grow the database beyond the confines of a single node, but these add-ons are generally an afterthought and are complicated to install and maintain. They also come at some severe compromise to the RDBMS feature set. Joins, complex queries, triggers, views, and foreign-key constraints become prohibitively expensive to run on a scaled RDBMS or do not work at all. HBase comes at the scaling problem from the opposite direction. It is built from the ground-up to scale linearly just by adding nodes. HBase is not relational and does not support SQL, but given the proper problem space, it is able to do what an RDBMS cannot: host very large, sparsely populated tables on clusters made from commodity hardware.
HBase Data Model-HBase Use Cases- When to use HBase-HBase Architecture 
Components of Apache HBase Architecture
HBase architecture has 3 important components- HMaster, Region Server and ZooKeeper..
Zookeeper
HBase uses ZooKeeper as a distributed coordination service for region assignments and to recover any region server crashes by loading them onto other region servers that are functioning. ZooKeeper is a centralized monitoring server that maintains configuration information and provides distributed synchronization. Whenever a client wants to communicate with regions, they have to approach Zookeeper first. HMaster and Region servers are registered with ZooKeeper service, client needs to access ZooKeeper quorum in order to connect with region servers and HMaster. In case of node failure within an HBase cluster, ZKquoram will trigger error messages and start repairing failed nodes.
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