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17MCSC14  INTRODUCTION TO DATA SCIENCE

Part A

        10 x ½  = 5       
           
Choose the correct answer
1. Textual data with erratic data formats that can be formatted with effort, tools and 
time is known as
_____.







         
a. Structured data
                                   b. Semi-structured data 
c.   Quasi-structured data
                        d. Unstructured data.
     2.   The emerging Big-data system has______ for collecting data from the device and users

 a. Data devices 
                                   b. Data Collectors
 
 c. Data aggregators

                        d. Data Users



3.  
_____define the process of cleaning data, normalizing datasets, and performing 
transformation on the data.










           

a. Data Preparation
                                   b. Workspace
           
           c. Data conditioning

                        d. Framing
4. 
This  is a powerful tool for working with messy data.






 a. Hadoop

                                   b. Alpine Miner
   
           c. Open Refine

                        d. Data Wrangler
5.  
Identify the window pane to list the datasets and variables in R environment



a. scripts
   
b. Workspace

   c. Plots


d. Console
6. 
Point out the tool for finding the relationship among multiple variables in R.


a. Scatter plot  
b. Bar plot  

   c. Whisker Plot
 
d. Herbin plot


7.   Choose the tool to apply the analytical techniques within the Hadoop environment.


          a. Mahout                  b. Pig                          c. Hive                             d. Hbase
     8.   State the window functions in SQL to return the number of current row within its position,counting                         .
from 1.  












a. row_number()
b. count()

   c. rank()


d. cume_dist()
     9.
Cite the aggregate function to count the number of returned rows from a query.



a. sum()

b.rank()

   c. count()


d. rowcount()
     10.
Select the SQL query engine for storing data in the Hadoop Distributed File System. 


a. HAWQ

b. MADLIB

   c. PostgreSQL

d.  MAD
Part B

                                         5 x 4 = 20

Answer ALL questions

Each answer should not exceed 200 words or one page

11.a. Express the behavioural characteristics of data scientists.





                                                                         (or)

11.b. Distinguish the Data Science with Business Intelligence.





12.a. List out the activities involved in the process of analytics life cycle.    

     (or)

12.b. Hypothesize the data analytics life cycle in Global Innovation Network and Analytics.    
13.a. Interpret the usage of Data import and Export function in R enviroment.


 
     (or)

13.b. Justify how the dirty data is to be find out in the data exploration phase.


14.a. Describe any two Hadoop-related Apache projects





     (or)

14.b. Formulate the four major categories of NOSQL.
 





15.a. Evaluate the purpose of Join statements in SQL .












                          (or)

15.b. Write a short notes about the essentials of SQL.







        Part C                                                           5 x 7 = 35
 Answer ALL questions

Each answer should not exceed 600 words or three pages
16.a. Illustrate the present analytical architecture of Big-Data along with its drivers.


(or)

16.b. Distinguish the key roles involved in emerging Big-Data ecosystem




17.a. Describe the main activities involved in the discovery phase of Data analytics.



(or)

17.b. Simulate the list of tools for model planning phase in data analytics.



18.a. Examine in detail about the types of attributes. Also, sketch the way of handling variables in R 
        environment.










(or)

 18.b. Speculate the basic visualization techniques in exploratory data analysis.

  

 19.a. Discuss in detail about how the Hadoop ecosystem implements MapReduce programming.
 (or)

 19.b. Summarize the key points in Advanced SQL.






 20.a. Express how SQL databases can utilize an external library.




(or)

 20.b. Discuss on user defined functions and aggregates.


************
Scheme of valuation 

17MCAC30 INTRODUCTION TO DATA SCIENCE


Part A

        10 x ½  = 5       

           
Choose the correct answer

1. c. Quasi-structured data

2. b. Data Collectors
   


3. c. Data conditioning



4. c. Open Refine


5. b. Workspace

   

6. a. Scatterplot  



7. a. Mahout                  

 8. a. row_number()


 9. c. count()




10..a. HAWQ



Part B

                                 5 x 4 = 20

Answer ALL questions

Each answer should not exceed 200 words or one page

11.a..


Quantitative skill: such as mathematics or statistics
Technical aptitude: namely, software engineering, machine learning, and programming skills
Skeptical mind-set and critical thinking: It is important that data scientists can examine their work critically rather than in a one-sided way.
Curious and creative: Data scientists are passionate about data and finding creative ways to solve problems and portray information.
 (or)

11.b. 
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12.a.







(or)

12.b.

 
EMC’s Global Innovation Network and Analytics (GINA) team is a group of senior technologists located in centers of excellence (COEs) around the world. This team’s charter is to engage employees across global COEs to drive innovation, research, and university partnerships. In 2012, a newly hired director wanted to improve these activities and provide a mechanism to track and analyze the related information. In addition, this team wanted to create more robust mechanisms for capturing the results of its informal conversations with other thought leaders within EMC, in academia, or in other organizations, which could later be mined for insights. The GINA team thought its approach would provide a means to share ideas globally and increase knowledge sharing among GINA members who may be separated geographically. It planned to create a data repository containing both structured and unstructured data to accomplish three main goals i.e., Store formal and informal data, Track research from global technologists and Mine the data for patterns and insights to improve the team’s operations and strategy.

13.a. 

In the annual retail sales example, the dataset was imported into R using the read.csv() function as in the following code.

sales <- read.csv("c:/data/yearly_sales.csv")

R uses a forward slash (/) as the separator character in the directory and file paths. This convention makes script files somewhat more portable at the expense of some initial confusion on the part of Windows users, who may be accustomed to using a backslash (\) as a separator. To simplify the import of multiple files with long path names, the setwd() function can be used to set the working directory for the subsequent import and export operations, as shown in the following R code.

setwd("c:/data/")

sales <- read.csv("yearly_sales.csv")

Other import functions include read.table() and read.delim(), which are intended to import other common file types such as TXT. These functions can also be used to import the yearly_sales .csv file, as the following code illustrates.

sales_table <- read.table("yearly_sales.csv", header=TRUE, sep=",")

sales_delim <- read.delim("yearly_sales.csv", sep=",")

The main diﬀerence between these import functions is the default values. For example, the read .delim() function expects the column separator to be a tab ("\t"). In the event that the numerical data in a data file uses a comma for the decimal, R also provides two additional functions—read.csv2() and read.delim2()—to import such data. 

 

(or)

13.b.

Dirty data can occur due to acts of omission. In general, analysts should look for anomalies, verify the data with domain knowledge, and decide the most appropriate approach to clean the data.

In R, the is.na() function provides tests for missing values. The following example creates a vector x where the fourth value is not available (NA). The is.na() function returns TRUE at each NA value and FALSE otherwise.

x <- c(1, 2, 3, NA, 4)

is.na(x)

[1] FALSE FALSE FALSE TRUE FALSE


14.a. 

By masking the details necessary to develop a MapReduce program, Pig and Hive each enable a devel-oper to write high-level code that is later translated into one or more MapReduce programs. Because MapReduce is intended for batch processing, Pig and Hive are also intended for batch processing use cases. Once Hadoop processes a dataset, Mahout provides several tools that can analyze the data in a Hadoop environment. Diﬀerentiating itself from Pig and Hive batch processing, HBase provides the ability to perform real-time reads and writes of data stored in a Hadoop environment. This real-time access is accomplished partly by storing data in memory as well as in HDFS. Also, HBase does not rely on MapReduce to access the HBase data. Because the design and operation of HBase are significantly diﬀerent from relational databases and the other Hadoop tools examined, a detailed description of HBase will be presented.





(or)

14.b. 

Key/value stores contain data (the value) that can be simply accessed by a given identifier (the key). 

Document stores are useful when the value of the key/value pair is a file and the file itself is self-describing (for example, JSON or XML). 

Column family stores are useful for sparse datasets, records with thousands of columns but only a few columns have entries.

Graph databases are intended for use cases such as networks, where there are items (people or web page links) and relationships between these items.

15.a.


Joins enable a database user to appropriately select columns from two or more tables. Different Types of SQL JOINs.Here are the different types of the JOINs in SQL:

· (INNER) JOIN: Returns records that have matching values in both tables

· LEFT (OUTER) JOIN: Returns all records from the left table, and the matched records from the right table

· RIGHT (OUTER) JOIN: Returns all records from the right table, and the matched records from the left table

· FULL (OUTER) JOIN: Returns all records when there is a match in either left or right table





(or)

15.b.
This SQL query consists of three key parts: 
SELECT: Specifies the table columns to be displayed
FROM: Specifies the name of the table to be queried

WHERE: Specifies the criterion or filter to be applied






       Part C                                                           5 x 7 = 35

 Answer ALL questions

Each answer should not exceed 600 words or three pages

16.a. Illustrate the present analytical architecture of Big-Data along with its drivers.
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(or)
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16.b.
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17.a.

(or)

17.b..




Many tools are available to assist in this phase. Here are several of the more common ones:

R has a complete set of modeling capabilities and provides a good environment for building interpretive models with high-quality code. In addition, it has the ability to interface with databases via an ODBC connection and execute statistical tests and analyses against Big Data via an open source connection. These two factors make R well suited to performing statistical tests and analyt-ics on Big Data. 

SQL Analysis services can perform in-database analytics of common data mining functions, involved aggregations, and basic predictive models.
SAS/ACCESS provides integration between SAS and the analytics sandbox via multiple data connectors such as OBDC, JDBC, and OLE DB. SAS itself is generally used on file extracts, but with SAS/ACCESS, users can connect to relational databases 
18.a.

Attributes can be categorized into four types: nominal, ordinal, interval, and ratio (NOIR). Nominal and ordinal attributes are considered categorical attributes, whereas interval and ratio attributes are considered numeric attributes.Data of one attribute type may be converted to another. For example, the quality of diamonds {Fair, Good, Very Good, Premium, Ideal} is considered ordinal but can be converted to nominal {Good, Excellent} with a defined mapping. Similarly, a ratio attribute like Age can be converted into an ordinal attribute such as {Infant, Adolescent, Adult, Senior}. Understanding the attribute types in a given dataset is important to ensure that the appropriate descriptive statistics and analytic methods are applied and properly inter-preted. 

· Numeric, Character, and Logical Data Types

· Vectors

· Arrays and Matrices

· Data Frames

· Lists

· Factors

· Contingency Tables









(or)

 18.b. 

Exploratory data analysis  is a data analysis approach to reveal the important characteristics of a dataset, mainly through visualization. To illustrate the importance of visualizing data, consider Anscombe’s quartet. Anscombe’s quartet consists of four datasets, as shown in Figure
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Functions for Visualizing a Single Variable
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19.a.

By masking the details necessary to develop a MapReduce program, Pig and Hive each enable a devel-oper to write high-level code that is later translated into one or more MapReduce programs. Because MapReduce is intended for batch processing, Pig and Hive are also intended for batch processing use cases. Once Hadoop processes a dataset, Mahout provides several tools that can analyze the data in a Hadoop environment. Diﬀerentiating itself from Pig and Hive batch processing, HBase provides the ability to perform real-time reads and writes of data stored in a Hadoop environment. This real-time access is accomplished partly by storing data in memory as well as in HDFS. Also, HBase does not rely on MapReduce to access the HBase data. Because the design and operation of HBase are significantly diﬀerent from relational databases and the other Hadoop tools examined, a detailed description of HBase will be presented. 
 (or)

 19.b.

A window function enables aggregation to occur but still provides the entire dataset with the summary results. For example, the RANK() function can be used to order a set of rows based on some attribute. 

User-Defined Functions and Aggregates:SQL enables the user to create user-defined functions and aggregates. This custom functionality can be incorporated into SQL queries in the same ways that the built-in functions and aggregates are used. 

Ordered Aggregates:Sometimes the value of an aggregate may depend on an ordered set of values. For example, to determine the median of a set of values, it is common to first sort the values from smallest to largest and identify the median from the center of the sorted values. The sorting can be accomplished by using the function array_agg().

MADlib:MADlib is an open-source library for scalable in-database analytics. It oﬀers data-parallel implementations of mathematical, statistical, and machine learning methods for struc-tured and unstructured data.







 20.a.

MADlib is an open-source library for scalable in-database analytics. It oﬀers data-parallel implementations of mathematical, statistical, and machine learning methods for struc-tured and unstructured data.


Magnetic: Traditional Enterprise Data Warehouse (EDW) approaches “repel” new data sources, discouraging their incorporation until they are carefully cleansed and integrated. Given the ubiquity of data in modern organizations, a data warehouse can keep pace today only by being “magnetic”: attracting all the data sources that crop up within an organization regardless of data quality niceties.


Agile: Data Warehousing orthodoxy is based on long-range and careful design and planning. Given growing numbers of data sources and increasingly sophisticated and mission-critical data analyses, a modern warehouse must instead allow analysts to easily ingest, digest, produce, and adapt data rapidly. This requires a database whose physical and logical contents can be in continuous rapid evolution.


Deep: Modern data analyses involve increasingly sophisticated statistical methods that go well beyond the rollups and drilldowns of traditional business intelligence (BI). Moreover, analysts often need to see both the forest and the trees in running these algorithms; they want to study enormous datasets without resorting to samples and extracts. The modern data warehouse should serve both as a deep data repository and as a sophisticated algorithmic runtime engine.





(or)

 20.b.



Regular expressions can find words and strings that match particular patterns in the text eﬀectively and efficiently.
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